
EDUC 3089: Text as Data for Education and Social
Science Research
Spring 2025-2026

Instructor Information
Name: Filipe Recch
Office: 5309 Wesley W. Posvar Hall
Email: recch@pitt.edu
Office Hours: By appointment – please arrange via email with at least 48 hours notice.

Class Information
Dates: Mondays
Time: 12:00 to 2:40 pm
Classroom: 4318 WWPH

The Idea of the Course
Language is the foundational medium for nearly every process in education and the social sciences. It is
the substance of the policy documents legislators write, the curriculum standards schools adopt, the way
teachers deliver instruction, the essays students compose, and the online forums where communities
interact. The “data revolution” and the recent explosion of Generative AI has made this massive record
of human behavior accessible for analysis at an unprecedented scale.

The promise of this data is huge, but the reality is difficult. Text is messy. It implies context, it is full
of noise, and it usually does not fit into the neat rows and columns of a standard dataset. This course
provides the framework to structure and analyze this information. We will explore how computational
methods, from simple word counts to Large Language Models (LLMs), can help us make sense of this
information and validly turn “text into data.”

These tools do not replace the nuance of close reading; instead, they expand its reach by overcoming
the limits of human attention and resources. By automating the processing of information, they allow us
to scale our analysis from small samples to entire archives, revealing structural patterns that are difficult
to see when reading one document at a time. This enables us to observe behaviors, measure concepts,
and test hypotheses at a scale and speed that would be practically impossible using manual methods
alone.

To align computational tools with the goals of empirical inquiry, this course is organized around three
core tasks:

1. Discovery: Using unsupervised methods (clustering, topic modeling) to find new, unexpected
patterns in large corpora.

2. Measurement: Using supervised methods and dictionaries to measure pre-defined concepts (like
“sentiment” or “ideology”) at scale.

3. Inference: Using text to predict outcomes (forecasting) or to estimate causal effects (text as treat-
ment).

The goal is not to train you as a computer scientist, but to equip you as a social scientist with the skills
to design, execute, and validate your own original research using text as data.

Course Description
This graduate seminar introduces the theory and practice of analyzing textual data for research in the
social sciences. Designed for an interdisciplinary audience, the course provides a foundation in compu-
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tational text analysis for students across education, public policy, and health fields.

Whether your data consists of legislative bills, international treaties, medical records, or classroom dia-
logue, the methodological challenges remain the same: How do we extract valid signal from unstructured
noise?

The course is hands-on and project-based. We will move through the entire research pipeline: from ac-
quiring data via APIs and scraping (Data Acquisition), to finding latent patterns (Discovery), to classifying
content (Measurement), to validating those measures against human judgment (Validation). Finally, we
will discuss the emerging role of Generative AI in the social sciences.

Teaching Philosophy & Class Structure
This course combines elements of social science, statistics, and computer science. Because few stu-
dents arrive with expertise in all three, the course is designed to be collaborative, fostering a sup-
portive learning community where we leverage our diverse backgrounds to master these tools
together. To facilitate this, the course is organized around two key principles:

• Seminar + Lab Structure: Each week typically follows a dual structure. We begin with a concep-
tual discussion of the readings and methodological logic, followed by a “code-along” lab session
where we implement these methods in R together. This ensures that abstract concepts are imme-
diately grounded in practical application.

• Applied Focus: We will not spend significant time on the deep mathematics of computational
linguistics. Instead, we focus on the “Human-in-the-Loop” workflow: using computational tools to
augment, not replace, human qualitative judgment.

Learning Objectives
By the end of this course, you will be able to:

• EXPLORE the methodological foundations and ethical challenges (privacy, bias) of using text as
data in social science research.

• TRANSFORM unstructured text from diverse sources (PDFs, APIs, and web scraping) into tidy
data formats suitable for analysis.

• ANALYZE large-scale corpora to discover latent thematic patterns using unsupervised methods
(Topic Models, Scaling).

• OPERATIONALIZE complex constructs (like sentiment or ideology) by designing and training su-
pervised learning models.

• VALIDATE these computational measures by comparing algorithmic output against human judg-
ment (Gold Standards) to ensure reliability.

• PRODUCE a reproducible research pipeline that applies these methods to a novel question in the
social sciences.

Prerequisites and Technical Skills

Course Prerequisites
If you are interested in using text analysis for your research, this is the class for you.

The course is explicitly designed for students from diverse methodological backgrounds. Therefore, the
most important prerequisite is not prior coding knowledge, but a willingness to work hard on possibly
unfamiliar material.
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The lectures will involve statistical notation, and the assignments will involve coding. If you have never
taken a graduate-level statistics course, the learning curve may be steep, but manageable. It is normal
to feel challenged by either the math or the code at different points. That is OK, as long as you are willing
to ask questions and persist.

Programming Skills
All programming will be done in R. Prior experience with R (such as in an introductory statistics course)
is helpful, but not strictly required. The course is project-based, so your ability to complete assignments
will depend on your willingness to practice coding. If you are new to R, expect to spend extra time in the
first four weeks getting up to speed. I am here to support you in that process.

Software We Will Use
• R and RStudio: All analysis will be done in R, using the RStudio IDE. Both are open-source and

free to install.

• [Tentatively] Overleaf: Written assignments are to be submitted as PDFs compiled from LATEX.
We will use Overleaf, a collaborative online editor, to manage this. I will hold a brief tutorial on this
in the first two weeks, but the focus will be on the content, not LATEX mastery. If this proves too
burdensome, we may adjust this requirement as the semester progresses.

Primary R Packages
We will maintain a modern, “tidy” workflow, centering on:

• Core Data Handling: tidyverse, janitor

• Acquisition (Scraping & APIs): rvest, httr2, pdftools, tesseract

• Text Processing & Exploration: tidytext, quanteda, widyr

• Modeling (Unsupervised & Supervised): stm, topicmodels, tidymodels, textrecipes

• Embeddings & GenAI: text, mall

University and School Policies

Departmental Grievance Procedures
The purpose of grievance procedures is to ensure the rights and responsibilities of faculty and students
in their relationships with each other. When a student in this course believes that a faculty member
has not met their obligations (as an instructor or in another capacity) as described in the Academic
Integrity Guidelines, the student should follow the procedure described in the Guidelines by: (1) first
trying to resolve the matter with the faculty member directly; (2) then, if needed, attempting to resolve
the matter through conversations with the Chair of the Department (EFOP); (3) if needed, next talking to
the Associate Dean of the School of Education; and (4) if needed, filing a written statement of charges
with the school-level Academic Integrity Officer.

Academic Integrity
Students in this course will be expected to comply with the University of Pittsburgh’s Policy on Aca-
demic Integrity. Any student suspected of violating this obligation for any reason during the semester
will be required to participate in the procedural process, initiated at the instructor level, as outlined in the
University Guidelines on Academic Integrity.

A Note on Code and Collaboration: In a technical course, we distinguish between collaboration (learn-
ing together) and copying (submitting work without understanding). You are encouraged to discuss
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methodological logic, share resources, and help debug each other’s errors. However, you must be the
primary author of the code you submit.

This means you must be actively involved in the writing process and fully understand the script’s logic.
The “Explanation Test” is our standard: If you cannot explain what a specific block of your code does
or why you included it, you should not submit it. Plagiarism includes submitting script files written entirely
by a classmate or an AI tool without your substantive input, understanding, or attribution.

Disability Services
If you have a disability that requires special testing accommodations or other classroom modifications,
you need to notify both the instructor and Disability Resources and Services no later than the second
week of the term. You may be asked to provide documentation of your disability to determine the appro-
priateness of accommodations. To notify Disability Resources and Services, call (412) 648-7890 (Voice
or TTD) to schedule an appointment. The Disability Resources and Services office is located at 140
William Pitt Union on the Oakland campus.

Statement on Classroom Recording
To ensure the free and open discussion of ideas, students may not record classroom lectures, discus-
sions, and/or activities without the advance written permission of the instructor. Any such recording
properly approved in advance may be used solely for the student’s own private use.

Teaching Surveys
Students in this class will be asked to complete a Student Opinion of Teaching Survey (OMET). Surveys
will be sent via Pitt email and appear on your Canvas landing page near the end of the term. Responses
are confidential, and I do not see the results until after final grades are posted. Please take time to
thoughtfully respond; your feedback is critical for refining this course for future cohorts.

Guidelines for the Use of Artificial Intelligence
In this course, we view Large Language Models (LLMs) like ChatGPT, Claude, or GitHub Copilot as
powerful tools. However, their role in a course focused on learning a specific programming workflow is
nuanced.

The primary goal of this course is to equip you with the computational skills to use text as data in social
science research. To achieve this, we rely on a specific data analysis workflow in R. LLMs are generally
bad at this specific logic. They often default to a “Software Engineering” mindset, generating complex
functions, loops, or application-style code, that may solve the immediate problem skipping the analysis-
centered intuition we are trying to build.

Therefore, the fundamental principle is: You must drive the logic. You should never copy-paste code
you do not understand or ask an AI to write a script from scratch.

The “Code Generation” vs. “Debugging” Distinction
We adopt a “write first, debug second” approach. You should write the initial code yourself to ensure
you understand the analytical logic, limiting the use of AI tools to troubleshooting, refining, or explaining
errors in work you have already produced.

Examples of Appropriate Uses
• Targeted Debugging: You have written a pipe chain in R, but it returns an error message you

don’t understand. You may paste your specific error and code snippet into an LLM to ask, “Why
am I getting this error?” or “What is wrong with my syntax here?”
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• Concept Explanation: You are confused by a specific method we covered in class (e.g., the
difference between STM and LDA). You may ask an LLM to explain the concept in simple terms to
help solidify your understanding.

• Writing Assistance: For any written component of assignments (the prose, not the code), you
may use AI to improve clarity or conciseness, treating it as a copy-editor rather than a ghostwriter.

Assignments and Grading

Class Participation and Engagement (10%)
This course runs as a seminar and coding lab. Your presence and active participation are vital. En-
gagement is defined by: (1) coming prepared having done the readings, (2) actively working on coding
challenges during lab time, and (3) supporting your peers in troubleshooting. We are building a commu-
nity of practice; helping a classmate fix a bug counts as high-quality participation.

Weekly Labs (40%)
To master computational methods, you must practice them. There are 9 lab assignments designed to
reinforce the technical concepts covered in class.

• Submission Format: For each lab, you must submit a single zipped R Project folder. This folder
must contain your entire project structure (scripts, data, etc.) and, when applicable, a write-up (PDF
or Word) with your interpretation of the results.

• Reproducibility Standard: We use R Projects to manage working directories. I must be able to
download your zipped folder, unzip it, open the .Rproj file, and run your scripts on my machine
without editing a single line.

• Grading: Labs are graded on a completion/effort basis.

– Check-Plus: Code runs perfectly (fully reproducible), and the analysis is thoughtful.

– Check: Good effort, but the code may have minor reproducibility issues or thin analysis.

– Check-Minus: Incomplete work or code relies on absolute paths (e.g., C:/Users/Name...)
that prevent it from running on another machine.

Lab 01 - Session 01: Setup & Basic Concepts (Due Week 3): Install R/RStudio, create an R Project,
load a sample dataset, and produce one basic descriptive or visualization.

Lab 01 - Session 02: Revisiting concepts (Due Week 3): Create a new R Project, revisit Session 01
concepts, and gain more familiarity with coding.

Lab 02: Data Cleaning (Due Week 4): Practice the “Tidy Text” workflow: tokenization, stop-word re-
moval, and stemming/lemmatization.

Lab 03: Vectors (Due Week 5): Convert text to numbers. Calculate term frequency (tf-idf) and visual-
ize word importance.

Lab 04: Data acquisition (Due Week 6): Use rvest or an API to acquire a small dataset from the web
or process PDFs to create your own dataset.

Lab 05: Discovery (Due Week 7): Apply clustering techniques (k-means or hierarchical) to find pat-
terns.

Lab 06: Topic Modeling (Due Week 8): Fit an STM or LDA model to a corpus, interpret the top terms,
and label the topics.

Lab 07: Scaling (Due Week 9): Apply a scaling method (e.g., Wordfish or PCA) to measure a latent
dimension (like ideology or severity) in your text.
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Lab 08: Dictionaries (Due Week 10): Apply a sentiment dictionary or a custom lexicon to measure the
prevalence of specific concepts.

Lab 09: Classifiers (Due Week 12): Train a supervised learning model (Naive Bayes or LASSO) to
classify documents.

Project Proposal & Preliminary Analysis (10%)
Due Week 13 (Apr 13): This is the final check-in before your presentation. You must submit a 1.5-page
abstract (PDF/Word) that includes:

1. The Question: The Research Question (RQ) and its relevance to your field.

2. The Data: Confirmation that you have your dataset with some initial descriptives.

3. The Method: Which technique will you use, and why is it appropriate?

4. Proof of Life: One preliminary plot showing something interesting about your data.

Final Conference Presentation (40%)
Due Week 15 (Apr 27): Instead of a final paper, you will deliver a 12–15 minute ”Conference Presenta-
tion” of your original research.

• Goal: Convince the audience that your computational measure is valid and your results are inter-
esting.

• Deliverable: You must submit your slide deck.

• Structure: The presentation must cover: The RQ, Relevance, Data Acquisition, Methodological
Strategy, Validation (showing that the model works), Results, and Discussion.

Required Texts and Materials
This course relies on three primary textbooks. The first is our theoretical anchor, and the latter two are
technical guides. Two of these texts are available for free online as open-access resources.

• [GRS] Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new
framework for machine learning and the social sciences. Princeton University Press

• [TMwR] Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy ap-
proach. O’reilly Boston (MA) (Available online at https://www.tidytextmining.com/)

• [R4DS] Hadley Wickham, Mine Çetinkaya-Rundel, and Garrett Grolemund (2017). R for data
science. 2nd ed. O’Reilly Sebastopol (Available online at https://r4ds.hadley.nz/)

All other readings are available as PDFs on the course Canvas site.

A Note on Reading Categories
Each week includes two types of readings:

• Technical Readings (Required): These chapters cover the statistical concepts and code imple-
mentation. You must read these to complete the labs.

• Application Readings (Recommended): These are empirical papers demonstrating the methods
in practice. While not strictly required for the labs, they are vital for understanding how to frame
a research contribution. You are strongly encouraged to read at least one application paper per
week that aligns with your substantive interests and and at least skim the others to see how the
same method is applied across different fields.
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Phase I: Foundations (Weeks 1-5)
This phase establishes the conceptual and technical groundwork for the course. We move from the the-
oretical justification for treating text as quantitative data to the practical workflows of acquiring, cleaning,
and vectorizing it. The goal is to demystify the “black box” of computational analysis and establish a
rigorous ethical framework for digital research before we begin modeling.

Week 1: The Framework & The Research Lifecycle
Topics: The paradigm shift from qualitative reading to quantitative measurement; the “all models are
wrong” philosophy of text analysis; the specific ethical challenges of digital trace data (privacy, consent,
and FERPA) and the risks of algorithmic bias.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapters 1 & 2:
“Introduction” & “Social Science Research and Text Analysis.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 28: “Con-
clusion”

Application Readings:

• Kenneth Benoit (2024). “AI and data science for public policy”. In: LSE Public Policy Review 3.3

• Jean-Baptiste Michel et al. (2011). “Quantitative analysis of culture using millions of digitized
books”. In: Science 331.6014, pp. 176–182

• Lily Fesler et al. (2019). “Text as data methods for education research”. In: Journal of Research
on Educational Effectiveness 12.4, pp. 707–727

• Li Lucy et al. (2020). “Content analysis of textbooks via natural language processing: Findings on
gender, race, and ethnicity in Texas US history textbooks”. In: AERA Open 6.3

• Michael Sun et al. (2022). “Negative Patient Descriptors: Documenting Racial Bias In The Elec-
tronic Health Record: Study examines racial bias in the patient descriptors used in the electronic
health record.” In: Health Affairs 41.2, pp. 203–211

• Aylin Caliskan, Joanna J Bryson, and Arvind Narayanan (2017). “Semantics derived automatically
from language corpora contain human-like biases”. In: Science 356.6334, pp. 183–186

Lab/Assignment:

• Given: Lab 01 – Session 01 (Due: Jan 26)

• Given: Lab 01 – Session 02 (Due: Jan 26)

Week 2: NO CLASS - Dr. Martin Luther King Jr. Birthday Observance
Week 3: The Bag of Words & Pre-processing
Topics: We introduce the fundamental simplifying assumption of quantitative text analysis: the “Bag of
Words” model. We cover the standard pre-processing pipeline required to turn raw text into analyzable
data, including tokenization, stopword removal, and stemming/lemmatization. We also introduce Regular
Expressions (Regex), the essential toolkit for cleaning messy string data.
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Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 5: “Dis-
covery and Measurement with Text.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 1: “The Tidy Text Format”

• Hadley Wickham, Mine Çetinkaya-Rundel, and Garrett Grolemund (2017). R for data science.
2nd ed. O’Reilly Sebastopol, Chapter 14: “Strings.”

Application Readings:

• Matthew J Denny and Arthur Spirling (2018). “Text preprocessing for unsupervised learning: Why
it matters, when it misleads, and what to do about it”. In: Political analysis 26.2, pp. 168–189

• AJ Alvero et al. (2021). “Essay content and style are strongly related to household income and SAT
scores: Evidence from 60,000 undergraduate applications”. In: Science advances 7.42, eabi9031

• Yulin Hswen et al. (2018). “Online communication about depression and anxiety among twitter
users with schizophrenia: preliminary findings to inform a digital phenotype using social media”.
In: Psychiatric Quarterly 89.3, pp. 569–580

• Harvey J Murff et al. (2011). “Automated identification of postoperative complications within an
electronic medical record using natural language processing”. In: Jama 306.8, pp. 848–855

Lab/Assignment:

• Due: Lab 01 – Hello World: Setup & Basic Analysis

• Given: Lab 02 – Bag of Words & Pre-processing (Due: Feb 02)

Week 4: Vector Space Models
Topics: We move from simple word counts to geometric representations of text. We introduce the
Document-Term Matrix (DTM) and methods for weighting terms (TF-IDF) to filter out noise. We then
explore the concept of “Word Embeddings” (Word2Vec, GloVe), which allows us to represent words as
dense vectors and perform mathematical operations on meaning (e.g., King - Man + Woman = Queen).

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 7: “The
Vector Space Model and Similarity Metrics.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 8: “Dis-
tributed Representations of Words”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 3: “Analyzing Word and Document Frequency”

Application Readings:

• Austin C Kozlowski, Matt Taddy, and James A Evans (2019). “The geometry of culture: Analyz-
ing the meanings of class through word embeddings”. In: American Sociological Review 84.5,
pp. 905–949

• Lee Crawfurd, Christelle Saintis-Miller, and Rory Todd (2024). “Sexist textbooks: Automated anal-
ysis of gender bias in 1,255 books from 34 countries”. In: PLOS ONE 19.10, pp. 1–27. doi:
10.1371/journal.pone.0310366
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• Nikhil Garg et al. (2018). “Word embeddings quantify 100 years of gender and ethnic stereotypes”.
In: Proceedings of the National Academy of Sciences 115.16, E3635–E3644

• Haoran Zhang et al. (2020). “Hurtful words: quantifying biases in clinical contextual word embed-
dings”. In: proceedings of the ACM Conference on Health, Inference, and Learning, pp. 110–120

• Bas Hofstra et al. (2020). “The diversity–innovation paradox in science”. In: Proceedings of the
National Academy of Sciences 117.17, pp. 9284–9291

Lab/Assignment:

• Due: Lab 02 – Bag of Words & Pre-processing

• Given: Lab 03: Vector Space (Due: Feb 09)

Week 5: Data Acquisition
Topics: We leave the comfort of clean datasets and learn to acquire our own. We cover the technical
workflows for Web Scraping (rvest) and interacting with Application Programming Interfaces (APIs).
Crucially, we pair these technical skills with a discussion on the ethics of data collection, focusing on
Terms of Service, “robots.txt”, and the legal gray areas of scraping public data.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 3: “Prin-
ciples of Selection and Representation.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 4: “Se-
lecting Documents.”

• Hadley Wickham, Mine Çetinkaya-Rundel, and Garrett Grolemund (2017). R for data science.
2nd ed. O’Reilly Sebastopol, Chapter 24: “Web Scraping.”

• Hadley Wickham, Mine Çetinkaya-Rundel, and Garrett Grolemund (2017). R for data science.
2nd ed. O’Reilly Sebastopol, Chapter 23: “Hierarchical data” (JSON/APIs).

Application Readings:

• Required: Casey Fiesler, Nathan Beard, and Brian C Keegan (2020). “No robots, spiders, or
scrapers: Legal and ethical regulation of data collection methods in social media terms of service”.
In: Proceedings of the international AAAI conference on web and social media. Vol. 14, p. 187

• K Bret Staudt Willet and Jeffrey P Carpenter (2020). “Teachers on Reddit? Exploring contributions
and interactions in four teaching-related subreddits”. In: Journal of Research on Technology in
Education 52.2, pp. 216–233

• Lean Franzl Yao et al. (2023). “Disruptions in the cystic fibrosis community’s experiences and
concerns during the COVID-19 pandemic: topic modeling and time series analysis of Reddit com-
ments”. In: Journal of Medical Internet Research 25, e45249

• Pamela Ban et al. (2019). “How newspapers reveal political power”. In: Political Science Research
and Methods 7.4, pp. 661–678

Lab/Assignment:

• Due: Lab 03 – Vector Space

• Given: Lab 04 – Data Acquisition (Due: Feb 16)
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Phase II: Discovery (Weeks 6-8)
In this phase, we shift from measuring what we know to discovering what we don’t. We transition to
Unsupervised Learning methods, asking the computer to reveal the latent structure of our corpora without
prior labels. We explore how to group similar documents (Clustering), how to map the connections
between words and actors (Network Analysis), and how to uncover the hidden themes that organize
large collections of text (Topic Modeling).

Week 6: Clustering & Semantic Networks
Topics: We begin our exploration of unsupervised learning by organizing documents based on their
similarity. We cover the principles of discovery, methods for identifying “discriminating words” that distin-
guish groups, and clustering algorithms (k-means, hierarchical). We also introduce Semantic Network
Analysis to visualize the co-occurrence of words, allowing us to map the conceptual structure of a corpus.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 10: “Prin-
ciples of Discovery.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 11: “Dis-
criminating Words.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 12: “Clus-
tering.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 4: “Relationships between words: N-grams and correlations.”

Application Readings:

• Bruce Sherin (2013). “A computational study of commonsense science: An exploration in the
automated analysis of clinical interview data”. In: Journal of the Learning Sciences 22.4, pp. 600–
638

• Burt L Monroe, Michael P Colaresi, and Kevin M Quinn (2008). “Fightin’ words: Lexical feature
selection and evaluation for identifying the content of political conflict”. In: Political Analysis 16.4,
pp. 372–403

• Christopher Andrew Bail (2016). “Combining natural language processing and network analysis to
examine how advocacy organizations stimulate conversation on social media”. In: Proceedings of
the National Academy of Sciences 113.42, pp. 11823–11828

• Maya Rotmensch et al. (2017). “Learning a health knowledge graph from electronic medical
records”. In: Scientific reports 7.1, p. 5994

Lab/Assignment:

• Due: Lab 04 – Data Acquisition

• Given: Lab 05 – Discovery (Due: Feb 23)

Week 7: Topic Modeling (LDA & STM)
Topics: We cover the intuition behind Latent Dirichlet Allocation (LDA)—treating documents as mix-
tures of topics—and extend this to the Structural Topic Model (STM), which allows us to see how topic
prevalence varies by document metadata as covariates (e.g., author gender, date, political party).
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Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 13: “Topic
Models.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 6: “Topic Modeling.”

Application Readings:

• Required (The STM methodological guide and application): Margaret E Roberts, Brandon M
Stewart, Dustin Tingley, et al. (2014). “Structural topic models for open-ended survey responses”.
In: American journal of political science 58.4, pp. 1064–1082

• Daniel A McFarland et al. (2013). “Differentiating language usage through topic models”. In: Po-
etics 41.6, pp. 607–625

• Min Sun et al. (2019). “Using a text-as-data approach to understand reform processes: A deep
exploration of school improvement strategies”. In: Educational evaluation and policy analysis 41.4,
pp. 510–536

• Xieling Chen et al. (2024). “Artificial intelligence and multimodal data fusion for smart healthcare:
topic modeling and bibliometrics”. In: Artificial Intelligence Review 57.4, p. 91

Lab/Assignment:

• Due: Lab 05 – Discovery

• Given: Lab 06 – Topic Modeling (Due: Mar 02)

Week 8: Scaling & Dimensions
Topics: We conclude the Discovery phase by exploring methods that place documents on a continu-
ous scale rather than in discrete groups. We cover unsupervised scaling methods (like Wordfish) and
supervised scaling (like Wordscores) to measure latent dimensions such as political ideology, sentiment
intensity, or educational prestige.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 14: “Low-
Dimensional Document Embeddings.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 5: “Converting to/from non-tidy formats (dcast/sparse matrix)”

Application Readings:

• Jonathan B Slapin and Sven-Oliver Proksch (2008). “A scaling model for estimating time-series
party positions from texts”. In: American Journal of Political Science 52.3, pp. 705–722

• Matthew Gentzkow and Jesse M Shapiro (2010). “What drives media slant? Evidence from US
daily newspapers”. In: Econometrica 78.1, pp. 35–71

• Johannes C Eichstaedt et al. (2015). “Psychological language on Twitter predicts county-level
heart disease mortality”. In: Psychological Science 26.2, pp. 159–169

• Michael Laver, Kenneth Benoit, and John Garry (2003). “Extracting policy positions from political
texts using words as data”. In: American Political Science Review 97.2, pp. 311–331
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• For reference only (Highly technical): Matt Taddy (2013). “Multinomial inverse regression for
text analysis”. In: Journal of the American Statistical Association 108.503, pp. 755–770

Lab/Assignment:

• Due: Lab 06 – Topic Modeling

• Given: Lab 07 – Scaling (Due: Mar 16)

Phase III: Measurement (Weeks 9-12)
In this phase, we pivot from discovery to measurement. We move from Unsupervised Learning (where
the computer finds patterns for us) to Supervised Learning and Dictionary methods (where we impose
our own definitions on the text). We cover the workflow of ”Concept Validity”: how to define a concept
(like ”Sentiment” or ”Sophistication”), how to measure it using dictionaries or human-trained classifiers,
and how to validate that our measure is accurate.

Week 9: Dictionaries & Readability
Topics: We begin measurement with the simplest but often most effective tool: Dictionaries. We cover
the use of validated lexicons (like LIWC and Bing) to measure psychological states and sentiment. We
also examine ”Readability” metrics, critically assessing traditional formulas (Flesch-Kincaid) and intro-
ducing modern statistical models for measuring textual sophistication.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 15: “Prin-
ciples of Measurement.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 16: “Word
Counting.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 2: “Sentiment Analysis.”

Application Readings:

• Kenneth Benoit, Kevin Munger, and Arthur Spirling (2019). “Measuring and explaining political
sophistication through textual complexity”. In: American Journal of Political Science 63.2, pp. 491–
508

• Yla R Tausczik and James W Pennebaker (2010). “The psychological meaning of words: LIWC
and computerized text analysis methods”. In: Journal of Language and Social Psychology 29.1,
pp. 24–54

• Scott A Golder and Michael W Macy (2011). “Diurnal and seasonal mood vary with work, sleep,
and daylength across diverse cultures”. In: Science 333.6051, pp. 1878–1881

• Scott A Crossley, David B Allen, and Danielle S McNamara (2011). “Text readability and intu-
itive simplification: A comparison of readability formulas.” In: Reading in a foreign language 23.1,
pp. 84–101

Lab/Assignment:

• Due: Lab 07 – Scaling

• Given: Lab 08 – Dictionaries (Due: Mar 23)
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Week 10: Supervised Learning & Classifiers
Topics: We turn to Supervised Learning, where we teach the computer to replicate human judgment.
We cover the full workflow: creating a codebook, establishing inter-coder reliability, training algorithms
(Naive Bayes, SVM, Logistic Regression), and validating performance (Precision, Recall, F1-Score).

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 17: “An
Overview of Supervised Classification.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 19: “Clas-
sifying Documents.”

• Julia Silge, David Robinson, and David Robinson (2017). Text mining with R: A tidy approach.
O’reilly Boston (MA), Chapter 7: “Classification case study.”

Application Readings:

• Sean Kelly et al. (2025). “Changing Value Dimensions in Higher Education? Evidence from Faculty
Job Postings in Education, Business, and the Social Sciences”. In: Journal of School Choice,
pp. 1–19

• Munmun De Choudhury et al. (2013). “Predicting depression via social media”. In: Proceedings
of the 7th international AAAI conference on weblogs and social media. Vol. 7. 1, pp. 128–137

• Bjorn Burscher, Rens Vliegenthart, and Claes H De Vreese (2015). “Using supervised machine
learning to code policy issues: Can classifiers generalize across contexts?” In: The Annals of the
American Academy of Political and Social Science 659.1, pp. 122–131

Lab/Assignment:

• Due: Lab 08 – Dictionaries

• Given: Lab 09 – Classifiers (Due: Apr 06)

Week 11: NO CLASS - CIES Conference
Week 12: Validating Measures & Fairness
Topics: A model is only as good as its validation. We challenge the assumption that computational
output is objective. We cover methods for validating supervised models (Gold Standard Comparison)
and unsupervised models (Semantic Validity). Crucially, we discuss Algorithmic Fairness: how to audit
our text measures for bias against specific demographic groups.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 18: “Cod-
ing a Training Set.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 20:
“Checking Performance” (Validation).

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 21: “Re-
purposing Discovery for Measurement.”
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Application Readings:

• Dallas Card et al. (2015). “The Media Frames Corpus: Annotations of Frames Across Issues”. In:
Proceedings of the 53rd Annual Meeting of the Association for Computational Linguistics (ACL),
pp. 938–948

• Yigal Attali (2013). “Validity and reliability of automated essay scoring”. In: Handbook of Automated
Essay Evaluation. Routledge, pp. 181–198

• Ziad Obermeyer et al. (2019). “Dissecting racial bias in an algorithm used to manage the health of
populations”. In: Science 366.6464, pp. 447–453

• Laura K Nelson (2020). “Computational grounded theory: A methodological framework”. In: Soci-
ological Methods & Research 49.1, pp. 3–42

• Jonathan Chang et al. (2009). “Reading tea leaves: How humans interpret topic models”. In:
Advances in neural information processing systems 22

Lab/Assignment:

• Due: Lab 09 – Classifiers

• Given: Project Proposal (Due: Apr 13)

Week 13: Inference: Prediction & Causal Inference
Topics: We move beyond measurement to inference. We distinguish between using text to predict
outcomes (Forecasting) versus using text to understand mechanisms (Causal Inference). We cover the
”Text as Confounder” framework, where text is used to control for omitted variable bias, and methods for
text-based matching to estimate causal effects.

Technical Readings:

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 22: “Prin-
ciples of Inference.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 23: “Pre-
diction.”

• Justin Grimmer, Margaret E Roberts, and Brandon M Stewart (2022). Text as data: A new frame-
work for machine learning and the social sciences. Princeton University Press, Chapter 24:
“Causal Inference.”

Application Readings:

• Naoki Egami et al. (2022). “How to make causal inferences using texts”. In: Science Advances
8.42, eabg2652

• Christopher A Bail et al. (2018). “Exposure to opposing views on social media can increase political
polarization”. In: Proceedings of the National Academy of Sciences 115.37, pp. 9216–9221

• Margaret E Roberts, Brandon M Stewart, and Richard A Nielsen (2020). “Adjusting for confounding
with text matching”. In: American Journal of Political Science 64.4, pp. 887–903

• Anna Rumshisky et al. (2016). “Predicting early psychiatric readmission with natural language
processing of clinical notes”. In: Journal of the American Medical Informatics Association 23.e1,
e212–e220
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Lab/Assignment:

• Due: Project Proposal

Phase V: The Frontier (Week 14)
In our final phase, we confront the third paradigm of text analysis: Generative AI. We move beyond
”Bag of Words” and ”Embeddings” to ”Agents.” We explore how Large Language Models (LLMs) are
transforming the research pipeline, from replicating human coding to simulating social behavior, and
critically examine the epistemological risks of this new era.

Week 14: GenAI, LLMs & Agents
Topics: We explore the frontier of ”Generative Social Science.” We discuss the shift from using models
to measure text to using models as agents that can simulate human behavior. We cover the technical
workflow of using LLMs for annotation (Zero-Shot/Few-Shot learning) and the critical debate regarding
the ”illusion of understanding” in AI-driven research.

Application Readings:

• Christopher A Bail (2024). “Can Generative AI improve social science?” In: Proceedings of the
National Academy of Sciences 121.21, e2314021121

• Caleb Ziems et al. (2024). “Can large language models transform computational social science?”
In: Computational Linguistics, pp. 1–53

• Kenneth Benoit, Scott De Marchi, et al. (2025). “Using Large Language Models to Analyze Polit-
ical Texts Through Natural Language Understanding”. In: American Journal of Political Science.
Forthcoming

• Jinwen Tang et al. (2024). “Decoding Linguistic Nuances in Mental Health Text Classification Using
Expressive Narrative Stories”. In: arXiv preprint arXiv:2412.16302

• Lisa Messeri and Molly J Crockett (2024). “Artificial intelligence and illusions of understanding in
scientific research”. In: Nature 627.8002, pp. 49–58

• Dorottya Demszky et al. (2021). “Measuring Conversational Uptake: A Case Study on Student-
Teacher Interactions”. In: Proceedings of the 59th Annual Meeting of the Association for Compu-
tational Linguistics (ACL), pp. 1638–1653

Lab/Assignment:

• Due: (No Assingment - Work on Final Project)

Week 15: Final Project Presentations
Topics: A showcase of student research. Each student presents their final pipeline: from data acqui-
sition and cleaning to measurement, validation, and insight.

Technical Readings:

• No assigned readings.

Lab/Assignment:

• Due: Final Presentation Slides
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Course Schedule

PHASE I: FOUNDATIONS (Weeks 1–5)
Week 1 Jan 12 Topic: The Framework

Technical Readings:
- [GRS] Ch 1 & 2: Introduction & Social Science Research and Text Analysis
- [GRS] Ch 28: Conclusion (Overview)
Application Readings: See week details
Assignment Given: Lab 01 sessions 01 and 02.

Week 2 Jan 19 NO CLASS - Dr. Martin Luther King Jr. Birthday Observance
Week 3 Jan 26 Topic: The Bag of Words & Pre-processing

Technical Readings:
- [GRS] Ch 5: Bag of Words (Tokenization/Complexity)
- [TMwR] Ch 1: Tokenization
- [R4DS] Ch 14: Strings / Regex
Application Readings: See week details
Assignment Due: Lab 01: Hello World
Assignment Given: Lab 02: Data Cleaning

Week 4 Feb 02 Topic: Vector Space Models
Technical Readings:
- [GRS] Ch 7: The Vector Space Model and Similarity Metrics
- [GRS] Ch 8: Distributed Representations of Words (Embeddings)
- [TMwR] Ch 3: Analyzing Word and Document Frequency
Application Readings: See week details
Assignment Due: Lab 02: Data Cleaning
Assignment Given: Lab 03: Vectors

Week 5 Feb 09 Topic: Data Acquisition
Technical Readings:
- [GRS] Ch 3: Principles of Selection and Representation
- [GRS] Ch 4: Selecting Documents (Bias Types)
- [R4DS] Ch 24: Web Scraping
- [R4DS] Ch 23: Hierarchical data (JSON/APIs)
Application Readings: See week details
Assignment Due: Lab 03: Vectors
Assignment Given: Lab 04: Data Acquisition

PHASE II: DISCOVERY (Weeks 6–8)

Week Date Topic, Readings, & Assignments Due

Continued on next page
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(Continued)

Week 6 Feb 16 Topic: Clustering
Technical Readings:
- [GRS] Ch 10: Principles of Discovery
- [GRS] Ch 11: Discriminating Words
- [GRS] Ch 12: Clustering
- [TMwR] Ch 4: N-grams & Networks
Application Readings: See week details
Assignment Due: Lab 04: Data Acquisition
Assignment Given: Lab 05: Discovery

Week 7 Feb 23 Topic: Topic Modeling (LDA & STM)
Technical Readings:
- [GRS] Ch 13: Topic Models (LDA & STM)
- [TMwR] Ch 6: Topic Modeling (LDA code)
Application Readings: See week details
Assignment Due: Lab 05: Discovery
Assignment Given: Lab 06: Topic Modeling

Week 8 Mar 02 Topic: Scaling & Dimensions
Technical Readings:
- [GRS] Ch 14: Low-Dimensional Document Embeddings (PCA/Scaling)
- [TMwR] Ch 5: Converting to/from non-tidy formats (dcast/sparse matrix)
Application Readings: See week details
Assignment Due: Lab 06: Topic Modeling
Assignment Given: Lab 07: Scaling

– Mar 09 NO CLASS - Spring Break
PHASE III: MEASUREMENT (Weeks 9–12)
Week 9 Mar 16 Topic: Dictionaries & Readability

Technical Readings:
- [GRS] Ch 15: Principles of Measurement
- [GRS] Ch 16: Word Counting (Dictionaries)
- [TMwR] Ch 2: Sentiment Analysis
Application Readings: See week details
Assignment Due: Lab 07: Scaling
Assignment Given: Lab 08: Dictionaries

Week 10 Mar 23 Topic: Supervised Learning & Classifiers
Technical Readings:
- [GRS] Ch 17: An Overview of Supervised Classification
- [GRS] Ch 19: Classifying Documents (Naive Bayes/ML)
- [TMwR] Ch 7: Classification case study
Application Readings: See week details
Assignment Due: Lab 08: Dictionaries
Assignment Given: Lab 09: Classifiers

Week 11 Mar 30 NO CLASS - CIES Conference

Week Date Topic, Readings, & Assignments Due

Continued on next page
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(Continued)

Week 12 Apr 06 Topic: Validating Measures & Fairness
Technical Readings:
- [GRS] Ch 18: Coding a Training Set (Codebooks & Hand Coding)
- [GRS] Ch 20: Checking Performance (Validation)
- [GRS] Ch 21: Repurposing Discovery for Measurement
Application Readings: See week details
Assignment Due: Lab 09: Classifiers
Assignment Given: Project Proposal

PHASE IV: INFERENCE (Week 13)
Week 13 Apr 13 Inference. Topic: Prediction vs. Causal Inference

Technical Readings:
- [GRS] Ch 22: Principles of Inference
- [GRS] Ch 23: Prediction (Forecasting/Nowcasting)
- [GRS] Ch 24: Causal Inference Principles
Application Readings: See week details
Assignment Due: Project Proposal

PHASE V: THE FRONTIER (Weeks 14)
Week 14 Apr 20 Topic: GenAI, LLMs & Agents

Application & Conceptual Readings:
- Bail (2024) Can Generative AI improve social science?
- Ziems (2024) LLMs for CSS
- Benoit (2025) LLMs for Political Text
- Messeri & Crockett (2024) AI and illusions of understanding
- Tang et al. (2024) Decoding Linguistic Nuances in Mental Health
- Demszky et al. (2021) Measuring Conversational Uptake

Week 15 Apr 27 Final Presentations
Assignment Due: Final Presentation Slides

Week Date Topic, Readings, & Assignments Due
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